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Abstract

This document is a final report designed to accompany the research adenmaptation of a project
namedLiquid Brain Music: Phase IThe project explores the concept of using artificial life systems
to control the generatio and synthesis of audio. This report will document the stages of research

and development undertaken throughout the duration of the project.

Cellular automata will be considered as the artificial life system in this project, based on Stephen
2 2 £ F NIn¥ef &f el€@entary cellular automata, and will use, and continue to develop upon, the

work of Christopher Turner, who designed and built the original Liquid Brain Music system.

Sounds are produced by using additive synthesis methods implemented usin@@2riL and the
Synthesis Toolkit. By using pattern matching rules to classify output from the cellular automata and
then using this data to parameterise the additive synthesiser, the two aspects of the system are

connected into a complete software apgiton.



1 Introduction

This project,Liquid Brain Music: Phase dxamines the concept of using atrtificial life systems to
control the generation and synthesis of audio to the extent that it might be considered music. This
project is a continuation of worklready done in this arely Christopher Turner (Turner, 200&)d
hopes to expand upon the work already completed.

This report will give an overview of the research undertaken for the project, as well as detailing the

design and implementationl will dso be evaluating this project to assess its success.

1.1 Project Brief
After discussion with my project supervisor the original brief for the project became:

Title: Liquid Brain Music: Phase Il

Suits:GD, CS, SE, BIC

SYSProlog or C++/C#

Keys:Music, GamedAl, ALife

Ratings:Research: 4, Analysis: 3, Design: 3, Implementation Volume: 3, Implementation Intensity: 3
Outline:

This project will examine the possibility of controlling the generation and synthesis of music using an
artificial life system. Workn this project will be a continuation of work already undergone in this
area, with the hopes of extending the original system to offer a wider range of sounds, and more
control over the sounds, through the creation of an additive synthesis engine. fivis@rasavill be

developed into what could be considered a compositional tool or an instrument, rather than just a

game.

The original brief for the project can be foundAppendix A

ra ¢Sttt a ataakate |t 4dSNRAY 3 had lkeén chahgeRi®biqui@a A y A
Brain Musicto Liquid Brain Music: Phase tb indicate the fact that it is a continuation of the

previous work.

1.2 Aims and Objectives
Based on the updated project brief it is possible to identify the main aims for the profécitly, an
additive synthesis engine needs to be created, that is compatible with thexisting audio output

engine. This can be broken down into the following objectives:
1 Research audio synthesis techniques, in particular additive synthesis.

3



1 Familarise myself with the prexisting software, specifically the audio output engine.
91 Design and build a compatible additive synthesis engine

The next aim is to incorporate the additive synthesis engine into the origiigaid Brain Music
system, so that th audio can be controlled by its artificial life systeffhis can also be split up into a

number of objectives:
1 Familiarise myself with the originalquid Brain Musisystem.
1 Incorporate the additive synthesis engine into the system.
1 Control theparameters of the additive synthesis engine using the artificial life system.

The final aim of the project is to update the original system to make it more compatible with the
additive synthesis engine and to allow the user more control over the paramefettse additive

synthesis engine. This will require satisfying the following objectives:
1 Update the user interface to better display the additive syntheSsparameters.
1 Increase the number of pattern matching rules used by the artificial life system.

9 Givethe user manual control over parameters.

1.3 Report Structure
This report is split into a number of chapters, covering the stages of the project. Following this

introductory chapter, the report contains these sections:

1 Background Survey an overview ofthe research undertaken in areas relevant to the

project.
1 Project Managemeng, the considerations taken into planning and managing the project.

1 Requirements, Analysis and Specificatiom more irdepth look at the requirements of the

project as well as alysis of the problem, leading to a more robust specification.
1 Software Development documentation of the design and implementation of the software.

1 Testing and Experimentatiog Examining the criteria by which the software can be tested

and looking at hav experimentation has been used to refine the software.
9 Critical Evaluatio a personal evaluation of the success of all areas of the project.

1 Conclusior closing thoughts about the overall success of the project and considerations of

any future work thamight be undertaken.



2 Background Survey

2.1 Artificial Life
a! NI A F A Glife if deviotadfictEe créahidn and study of lifelike organisms and systems built by

K dzY I (Lévg, 1992)

Artificial life systems attempt to recreate these naturally occurygtems and organisms, and, in
RAFTFSNBYOS (2 (GKS (GNIRAGAZ2YIf YSiK2Ra 2F addzRé)
023SGKSN) aeadsSya GKIG o0SKFE@S tA1S tAGAYy3a 2NHIFYA
study the logic behind thevay these systems evolve and develop an understanding of how complex

living systems work.

Cellular Automata and Neural Networks are common methods of implementing artificial life, though

in this system, only cellular automata will be considered.

2.1.1 Cellular Automata
Cellular automata is aubsetof artificial life systera. Simple cellular automatéike the one used in

the originalLiquid Brain Musisystem,are made up of a-Blimensionalgrid of cells each ofwhich

may be in one of two states; on or off.

Aa GKS OStfdzZf F NI Fdzi2YFGF dzLJRFGSE Ay RAAGNBGIS GAY
GKS aidlrasS 2F GK2a$sS OStfa adi2NNBdzyRAYy3I AGZ 1y26y |
A commonly used neighbourhood is the Moore neighbourhood (Tyler, 2005), whefeSd f Q&
neighbourhood comprises of the 8 cells immediately surroundingdtshown in Fig.. 1Rules can

iKdza 0S ONBIFGISR RSLISYRAYy3 2y K2g Yiryeé 2F (GKS OSft
The Moore Neighbourhood is used in one of the mas&il known cellular automata known as

| 2 ¥y @gslGarte of Life. The Game of Life is a-pdager game, so after an initial set of states for

GKS OSftftQa KIa 0SSy RSUSNNVAYSRE GKSANI Sg2fdziazy
Anon cell with fewer than 2on neighbours becomesff

Anon cell with more than 3n neighbours becomesff

= =2 =4

Anoncell with 2 or 3onneighbours remainsn
1 Anoff cell with exactly ®n neighbours becomesn

These rules are able to generate extremely complex patterns #nat capable of running for
thousands of generations. Figsl2ows a simple example of the Moore neighbourhood being used in
/| 2yl e&Qa DFEYS 2F [AFSo
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Figure 1. The Moore Neighbourhood (left). The Wolfram Neighbourhood (right). The grey cells
represent theneighbourhood of the black cell

The original system uses Elementary Cellular Automata and can be consided@h@nsional array

2F OStfao G¢KS OSftfdzf I NJ Fdzi2YF Gl O2yarada 27F |
step there is a défite rule that determines the color of a given cell from the color of that cell and its
AYYSRAFGS €STG yR NRARIKG ySAIKO 2 NEe reighbairkddd & G S LI
for a cell when using elementary cellular aotata is comprised of theell in its position in the

previous generation, as well as the cells to the left agbtrof that, as shown in Fig. 1

Figure2. C2dzNJ 3SYySNI A2y&a 2F /2y 6l &8Qa DI YS
The method used in the system provides a large number of different rules which can be use
determine the state of the cells in the next generation. If the 3 cells in the neighbourhood are
treated as a @it binary integer (00@;, 111) then there are 8 different combinations for the 3 cells.
In order to decide whether the value of the neightvhood should cause the current cell to be on or
off in this generation, the value can be mapped to ahit8binary value. This-Bit binary value
determines the rule that is being useahd, as &its can represent 256 {P55) decimal integer
values, thee are said to be 256 distinct ruleg~or instance, 01011010, or 90 in decimal, would be
known as Rule 90. Each bit is numbered fro;m7(from right to left), and depending on the value
of the neighbourhoodthe corresponding digit from th&-bit rule is used. If this bit is a 0, the cell

will be off in this generation, if it is a 1 the cell will be on in this generation.

For example, if the neighbourhood of a cell was 101 (5 in decimal), and we were using rule 90
(01011010), the fifth digit of the ralwould be used, in this case 0, so the cell would be off in this

generation. An example of rule ®@ing used can be seen in Fig. 3.



e Bl e
Figure 3. An elementary cellular automata after 8 generations using rule 90.
As well as using thiseghentary approach taleterminethe state of cells, a totalistic approach can
be used. Rather than treatinghe 3 cells as a binary value, the bits are simply added together. For
example the neighbourhood 101 would therefore be 1 + 0 + 1 = 2. The same rule mappings can be
used here, but they are effectively limited as the values generated will be between @.aradher

than 0 and 7. Fig.demonstrates the difference between using elementary and totalistic methods.

Elementary Totalistic
N |l|ll L] \I II
0 4 0 0 I1 | 0 1 00 1
101=5 1% 0 +1=2

[ S =

01T &0 01T 0 3

Rule 74
Figure 4. An example of how elementary and totalistic methods af &NX Ay Ay 3 | OSft f ¢
RAFFSNID . 20K ySAIKo2dNNK22Ra I NB ARSYGAOI¢

2.2 Pattern Matching
Pattern matching involves checking a data set to see if patterns, or elements of a pattern, are

present. In pattern matchmy the pattern to be searched must be strictly defined before searching.

2.2.1 Run Length and Block Size
In the originalLiquid Brain Musisystem pattern matching was used to check for patterns in

sequences of black and white cellBhis involved looking fax sequence of 1 to 4 consecutive black
or white cells, and two different approaches were used to measure these sequences, thereby giving

16 different patten matching rules. The two approaches used were Run Length and Block Size.

7



Run Length works by lookinfor a series of likeoloured cells in a sequence, without paying
attention to the cells surrounding it. For example, if looking for runs of 3 white cells in a sequence of
6 white cells, the result would b2, as the sequence contains 2 sets of 3 wiids. This can be
seenin Fig. 5

Block Size differs in that it takes into account the adjacent cells. If the previous example was used
and blocks of 3 white cells were searched for in a sequence of 6 white cells the result would be 0.
The size of thelbck would be 6 white cells and not 3. Only a block of exactly 3 white cells would

give a result.This can also be seen in Fig. 5.

Matching 3 White

Runlength Blocksize

_NEEEEE NES NN Ej} NEEEEE NEE EE N
| |

! 1
3

Figure 5. An example of the pattern matching rules Run Length and Block Size showing the
number of positive results on identical-bié binary sequences.

2.2.2 Binary String Comparison

Rather than taking the same approach to the previous pattern matching rules, by interrogating a
single binary sequence, instead the concept of comparing two binary strings will be considered.
the cellular automata updates, the currentdlmensional array of cells, which can be treated as a
binary string, can be compared with the previoudifhensional array of cells. A number of methods

for comparing two binary strings have been considere

2.2.2.1 Hamming Distance
One of the simplest methods of comparing two binary strings is by finding the Hamming distance

0SGsSSy UKSYO® G¢KS RAAGlIYyOS 0S06SSy (g2 oAyl NE
which they differ, is called the Hamming digt® $Aleksander and Morton, 19957). As an

example, if you had two 1Bit binary strings, 1011010010011046d 1010110010110110 (see Fig.

6), you are able to observe that these strings differ in tfe 8", 11", 13" and 14" bits, there are

therefore 5 elements in which the strings diffaio the Hamming distance is said to be 5. Hamming
distance essentially shows how many bits would need to be altered in order to make the strings the

same.



Hamming Distance
1 2 3 4 5 6 7 8 9 10 1112 13 14 15 16

Figure 6. Two 16bit binary strings being compared to fitlte Hamming distance. A black cell
indicates a 1 and a white cell indicates a 0.

2.2.2.2 Jaccard Similarity and Difference

Another method which has been considered is Jaccard Similarity, or Coefficient, and Jaccard
Difference. &Jaccard's coefficient (measure[s]mdarity) and Jaccard's distance (measure[s]
dissimilarity) are measurement[s] of asymmetric information on binary (and@mdny I NE 0 @I NA | 6
(Tenkomo, 2006) When dealing with binary strings, the Jaccard Similarity can be found by dividing
the numberof elements that are positive in both strings by that same value plus the number of
elements that are positive in the first string, but negative in the second, plus the number of
elements that are negative in the first string, but positive in the secomthgst This can be
represented as p/p+g+r, where p is the number of elements positive for both, q is the number of
elements positive in the first but not the seconand r is the number of elements positive in the
second but not the first.Jaccard diffenace can then be found by taking tlsémilarity away from 1.

Fig. 7shows an example, using the samelitbinary sequence used for Hamming distance, of how

to find Jaccard Similarity and Difference.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

T 1
6 © 3

Jaccard Similarity= P/ P+ +R
=616+ +3

6/11

0.54

Jaccard Difference =1 - 0.54 = 0.46

Figure 7. Two 16bit binary strings compared to find the Jaat&@imilarity and Jaccard
Difference.



2223 $EAAGO #1 AEEEAEAT O

¢CKS fFrad OoAYFNE &A04GNARYy3I O2YLINRa2Y YSOGK2R GKIFG F
| 2STFAOASY G A& aAYABRKISA2 G WK O8I NIR S{ dBlanfden e o &
2006)P 2 KSy RSFfAYy3 6AGK OAYINE A0GNARyYy3 Oter LI NA a2
equation 2p/2p+q+r. Fig.8K2¢6a | 62NJ SR SEIYLX S 2F FTAYRAYy3 5A

bit binary strings as the previous examples.

1 2 3 4 5 6 7 8 9 10 1112 13 14 15 16

Dice's Coefficient =2F /2P + + R
=2(6)/2(6) + + 3
=12/12+ + 3
=12/17
=0.71 (2dp)

(@]
(p))

Figure 8. Two 16bitbinaryda 4 NA y3a O2YLI NBR (2 FTAYR 5A
2.2.3 Data Normalisation
In the originalLiquid Brain Musisystem, in order to use the information from the pattern matcher
to control the parameters of the synthesiser it was necessary for the results to be rarige 0¢ 1.
Any additional pattern matching rules implemented will also need to return a value between 0 and
1.
C2Nldzyl 4Stesx WHOOFNR {AYAfINARGEEZ W OOFNR 5AFFSN
when they are calculated, which only ie&ss Hamming distance as a concern.
The sinplest way in which the Hammingistance can normalised is to divide the number of
elements that differ by the total number of elements in a string. This is essentially the same as using
a linear transformation ithe formnew = (originat minimum) / (maximung minimum) In the case
of Hamming distance, the minimum will always betbis is the case if the two strings match exactly
¢ and the maximum will always be equal to the length of the stidnilpe case if he strings are

different for every single element.

10



The linear transformation will always beew = (original¢ 0) / (maximum ¢ 0) or new =

original/maximum

2.3 Computer Music

2.3.1 Digital Audio
A sound is caused by a displacement of air, which causes vibratidbhs. properties of these

vibrations, or sound waves, affect the sound, particularly the frequency, which alters the perceived

pitch of a sound, and the intensity, which alters the perceived volume of the sound to the listener.

In humans, these vibrations@ interpreted by the auditory system, where they are converted to

nerve impulses sent to the brain, which enables the perception of sound.

Naturally produced sounds are continuous and therefore discretisation is necessary before audio can
be handled digdlly by a computer. In order to do this,saund wavemust be sampled at regular
intervals, and data of the amplitude at that point in the wave recordad example can be seen in

Fig. 9 This method of taking regular samples, which together form aaligépresentation of the

original analogue signal, is known as Pwdsde Modulation or (PCM).

Figure 9. A sine wave (red) sampled at regular intesyatith arbitrary bitresolution,provides
a sampled wave (blue). Thexis shows time and theagxis shows amjiude.

The quality of digital audio is directly related to the rate at which these samples are taken, known as
the sampling rate, as a higher sampling rate allows the original sound to be recreated with greater
accuracy. The bit resolution also deternsrtbe quality of the audio. The bit resolution is the range

of values that the amplitude can take, for instance with arbegolution of 2bits, there are only 4
different values that tle amplitude can take (see Fig.)1ith a bit resolution of 1its, there are
65,536 different values the amplitude can take. The standard for CD quality audio is to take a

sample 44,10@8imesevery second (44.1Khz) with a-bd resolution per sample.

11
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Figure 10. A sine wave (red) sampled with a bit resolution-@iit®, providimg only 4 values for
amplitude. The samples are shown by the blue line.

2.3.1.1 Nyquist Theorem
When trying to reproduce audio digitally, the sample rate canehather implications than just

affecting the quality of the audio.

If for instance, you took a sine wave, oscillating at 440Hz, and sampled it at the same frequency,
there would be no sound. Each time a sample is taken would be as therganhees zero, as shown
in Fig. 11

Figure 11. A sine wave (red) sampled at a rate equatsdrequency. The blue crosses indicate
the points at which the wave is sampled.

If a wave is sampled at too low a frequency, then the wave may not be reproduced accurately.

Commonly, this may result in a different frequency being dachpvhich can beseen in Fig. 12

12
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Figure 12. A sine wavéblue) sampled at a rate less than twice its frequency. The resulting
wave (red) oscillates at a lower frequency than the original wave.

¢KS béljdaald ¢KS2NBY adld8a GKFG acC2Ndtldagttwcd S3a RA
GKS YIEAYdzY ¥TNBIjdzSyOé NBaLRyaSaodé odal NAKIFt X wnan
recreated in digital form with all the information of the original audio.

The resolution and sampling rate will need to be considered cayafiuiting implementation. A high

bit resolution and sample rate would be ideal, but there will b&aae-off between this and the

level of performance.

2.3.2 Sound Synthesis

G{2dzy R aeyikKSara Aa (KS LINPu&Siising 3actindd ifBEcesdz@A y I a2
GKSYZ 2NJAG OFy 3ISYSNIGS az2dzyRa St SOUNRYAOFf e 2
While it would be possible to use existing sound samples as the basis of the synthesis and
manipulating them to create new sounds, this project intends to focushe concept of generating

new sounds from scratch.

2.3.2.1 Subtractive Synthesis

{dzo (N> OGAQGS aeyitKSaArAa Aa I+ LRLMzAZIFIN FYR aAYLIE S YS
a waveform and then filter out harmonics or bands of harmonics to producengeraf different

d2dzyRa yR 2yl f O2f2d2NBRPE 6/ 2YLIziSNI adzaA O wHnnp
The timbre, or tonal quality, of a sound is the result of its harmonic content. A sound is made up of a
fundamental frequency and then a number of harmonics at decreasing levels of adeplité\

harmonic is an integer multiple of the fundamental frequency.

For irstance a square wave (see Fig.),1®&hich produces a hollow sound, contains only odd
numbered harmonics, and a sawtooth wave (see E, which has a bright sound, contains odd

and even numbered harmonics

13



Square Wave

1.20

1.00

0.80 1

0.60 1+

Relative Level

0.40 1+

0.20 1+

0O

1 2 3 4 5 6 7 8 9 10

0.00

Harmonic Number

Figure 13. Harmonic content of a square wave

Sawtooth Wave

1.20

1.00

0.80 1

0.60 1

Relative Level

0.40

NIRRT

0.00
1 2 3 4 5 6 10

Harmonic Number

Figure 14. Harmonic content of a sawtooth wave

Filters can be applied to a subtractive synthesiser, filtering out certain frequencies and altering the

timbre of the sound.

2.3.2.2 Additive Synthesis

G2 KA f(BNIaCdaoh oS aeyidkKSaria Aa az2yvySiAaySa tA1SySR (2
additive synthesis and painting, where the artist starts with a blank canvas and adds paint to build

dzLJ ' LA OGdzNB¢ o6/ 2Y LIz SNJ adzAA O HAanpho

Additive synthesis is a complearin of sound synthesis with greater scope for producing different

az2dzy Ra @ LGQa oFaSR 2y GKS 42N] 2F W2aSLK C2dzNJF
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waves we could simulate other sounds. For instance, urdid3 if we were to use sine waves at
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the frequencies and relative levels represented in the chasjotld create a waveform resembling

a square wave. A simplified version, created using 6 sine waves can be Begedtnand 16

-1

-4

Figure 15. Six sine waves that could be combined to create an additive square wave

)

1 t t t t t t
v g 9 10 1 12 13 14

Figure 16. The resultant additive square wave made froombining 6 sine waves
2A0K FRRAGAQGS aeyiKSaArazr Ad0Qa I|fazwiddsodndsok S G2 2
also allows for greater control over the harmonics in the sound. All the harmonics could be treated
separately with regards tchow they evolve over time, by applying separate amplitude and
modulation envelopes to each harmonic, though this could increase complexity very quickly and

usually harmonics would be grouped into a few bands.

Due to the complexity of additive synthesis sarexperimentation will need to be done to make

sure that performance is reasonable. A major consideration will be the number of harmonic partials

in a voice.
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2.3.2.3 Other Synthesis Techniques
There are a great deal more techniques that can be used to alteuadswhich are not reliant on

the type of synthesis being used. A number of these techniques will be considered.

2.3.2.3.1 Amplitude Envelopes
An attack, decay, sustain, release (ADSR) envelope, is a popular amplitude envelope. It is used to

control the way the arplitude of a sound evolves over time. The attack section relates to the period

of time it takes for an audio signal to go from zero to its peak. The attack section is usually triggered
by a key on message. Decay is the amount of time it takes for ghaldio fall from its peak to a
sustain level. Sustain describes a level which is the maximum amplitude for the signal. Release
describes the amount of time it takes for the signal to decrease fitersustain level back to zero.

This is usually trigged by a key off command.

The sections of an ABSnvelope can be seen in Fig. The way an ADSR envelofiieets a sound

wave can be seen in Fitf.

Key On /\ Key Off /

m Anack
Decay
Sustain
Release

Figure 17. An attack, decay, sustain, release envelope (ADSR). The coloured sections indicate
the different pats of the envelope.

Figure 18. An ADSR envelope (red) applied to a simple sine wave. The resulting audio signal is
shown in blue.
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2.3.2.3.2 Low Frequency Oscillators
Another commonly used method to change the sound a synthesiser produces over time is to employ

a lowfrequency oscillatoror LFQLy 2 NAIAY It |yl 23dzS aeyikKSaiaSNE
frequency control@2 f (G 3S & ¢ , pog,daadi thesemoduthbloe recreated easily in digital

synthesisers.

An LFO will usually oscillate at a frequency below#mge of human hearing, typically between 1hz
and 50hz. This low frequency wave can then be used to modify an audio signal. This is most usually
used to alter the frequency of an audio signal over time, causing the pitch tooakertime and can

be adieved by adding the LFO signal and audio signal together.

In order to vary the amount offfect an LFO has on an audio signal, a value called LFO rate is used.
This is a value which can be used to scale the LFO, either increasing it or decreasingilt,egther
minimise or maximise the &€t on the audio signal. Fig. Bows an audio signal oscillating at

440Hz beinghanged over time by an LFO sine wave at 20Hz, with an LFO rate of 3.

Figure 19. An audio signal (blue) at 440Hz, being altered by an LEQvsive (red) at 20Hz
multiplied by an LFO rate of 3 (green) produces a new audio signal (burgundy)

2.3.2.3.3 Phase
As additive synthesis makes use of several sine waves added together, it is possible to move some of

the sine waves out of phase with the rest. dyng this, it is possible to drastically alter the shape of
the signal poduced. For instance, in Fig.,2Be third harmonic has been shifted in phase, altering

the wave produced.
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2.3.3 Broader Musical Context

Figure 20. The blue line shows an additive square wave made from 6 harmoniclpariiae

red line shows the same wave, but with the third harmonic shifted in phase.

The sounds that are currently generated by the systeay be difficult to define as music, especially

if you donot consider the wider context saheymay not contain many of the structures that would
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especially considering the visual aspect of the system that accompanies and influences the sounds.

The work of Brian Eno is relevant as @2 A y S R

iKS

describe works of his, such as Discreet Music (1975). Genekétisie refers to any musical sounds

that are produced within a set of defined parameters, bithout the intervention of a human.
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The work of composer John Cage has also been influential in pushing the boundaries of what is
I OOSLIW SR |
(Nicholls, 2007, p2)

~

a

Ydza A Oo

hy$

18

27T

/' 3SQ4&

FAYa

gl a

aDA



3 Project Management

3.1 Planning
Due to the size and nature of this software development task, it was of great importance to plan for

the project before design and implementation began. An agile development method was used. Due
to my inexperience in the audio programmirand the practical aspects of sound synthesis a
development model that allowed foinspection and adaptation to the plan meant that any
unforeseen problems could be addressed as they occurred or that new features or ideas could be

added later if required.

In order to be able to better manage the projeet set of tasks and deliverables were identified.

Tasks could then be given an initial estimated duration, as well as proposed start and endTdeges.
project was specifically split into staged deliverableo that there were more frequent deliveries of

dza S¥dzA &a2F06INB FyR Ffaz2 +Fa F &bk ¥S3dzZa NR F3lFAyad
be finished. A set of milestones were also identified from the tasks and deliveralitesinitial sé

of tasks, milestones and deliverables can be found in Appendix B.

Early on in the planning stage a risk analysis was undertaken to assess all the possible threats facing
the project These risks were given a severity and likelihood value which allogedrdifiable risk
value to be determined. fiis informationwas thentaken into account when planning the project

Documentation of the risk analysis can be found in Appendix C.

Time plans, in the form of GANNT charts, were used throughout the projectatee scheduling
easier, and to help visuak when tasks, milestones and deliverables were due. Due to the agile
development methogthe time plan was revisited several times throughout the project. The first
time plan proved too optimistic to keep to dras a result the project fell behind. Another time plan
was created to address this, and a third was used once a more definite list of tasks that could be

achieved in the remaining time was finalise@ihese time plans can be found in Appendix D.

3.2 Management

3.2.1 Backups
An important part of a software project such as this is maintaining a backup system, not only to

protect against hardware failure or loss of work, but also to keep multiple versions of the source
code, should a rolback to a previous version be requiredror this reason a well structured file
system was used to save multiple versions of the source code, as weltexs diagrams, reports,

etc. Fig. 21 shows an example of how a file structure was used.
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Figure 21. Example of the file system and version conteohnique used during the project.

Backups were also made on separate, external hard drives to ensure their availability should the

main development computer become compromised.

3.2.2

In order to keep the project on trackveekly meetings were heldith the project supervisor. This
Fftt2¢gSR  O2yadlyid NBEOGASG 2F (GKS LINRe2SO0Qa

Supervision

LINE 3 |

Supervisor meetings were also an opportunity to discuss how aspects of the project could be

tackled.

3.2.3

Coding practices

Tomake working with the source code as easy as possible coding standards were maintained. This

was of particular importance ahe a2 Fli g NE RS@OSt 2 LIYSy i

code.

Annotations were made to add clarity to the code and steisi standards for naming

Ay@2t SR 2

variables, functions and classes were used. Variable names used the camelCase convention, and

underscores at the start of variables were used to indicate they were members of a class. Variable,

function and class names were @alsonsidered carefully to make sure they were logical and

meaningful.
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4 Project Requirements, Analysis and Specification

4.1 Requirements
As stated in the previous section, the software development would be broken down into three

distinct phases. Firstly, an @ditive synthesiser would be created. Secondly, this new synthesis

engine would be incorporated into the originklquid Brain Musisystem. Finally, new pattern

matching rules would be built into the system to expand upon those already in place. Bo bett

understand what was required from each of these phaseset of requirements was determined.

Having predetrmined requirements also allowefdr requirements testing at the end of software

development, to ensure that targets were met and the softwdigtwhat it was intended to do.

The additive synthesis engine requires:

)l

Create a synthesis engine capable of outputting audio using thexisting audio engine

from Liquid Brain Music

Ensure that the additive synthesis engine uses enough partial harsxtmgive a reasonable
quality and diversity of sounds, but not so many that it has a severe negative effect on
performance.

Allow a reasonable number of these synthesis engines to play back audio simultaneously.
Ensure that the sample rate is set to adkthat gives a reasonable quality of audio playback,
without hampering the quality or number of voices.

Ensure that the frequency of the harmonic partials does not exceed half the value of the
sample rate.

Ensure that the bitesolution of the sampled saa waves is at a reasonable level to allow
good quality audio without wasting memory or effecting playback.

To use a reasonable number of amplitude envelopes to control different parts of the sound
without effecting the quality of playback.

As well as thes requirements, the additive synthesiser requires a number of parameters which will

control the way the esulting audio will sound, as shown in Table 1.
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Parameter Name

Values

Frequency Somewhere in the range approx. 20+H25KHz
Panning Left to Righ{(-1) - 1)

LFO State On/Off

LFO Rate 0-100

LFO Freq Approx. 0- 50Hz

Partial state (for all partial harmonics

On/Off

Partial level (for all partial harmonics

Volume Level

Partial phase (for all partial harmonic

Angle

Attack (for all ampEnvelopes)

Time Duration

Decay (for all amp. Envelopes)

Time Duration

Sustain (for all amp. Envelopes)

Volume Level

Release (for all amp. Envelopes)

Time Duration

Gain

Volume Level

ADSR Mode

On/Off

Table 1.Required parameters for additive synthesis engine

Incorporating the additive synthesis engine into thiquid Brain Musisystem requires:

T
)l

1
T

Display all the parameters and information about the new additive synthesiser on screen
Allow multiple instances of the additive synthesisand the ability to view arameters and
information for all instances.

Use the CA and pattern matching rules to control the parameters of the new additive
synthesiser.

Save and Load data from the new additive synthesis engine within the system.

Allow the additive synthesis engine be muted to cease audio playback.

The requirements for expanding the pattern matching system are as follows:

1

Use binary string comparison techniques to create new pattern matching rules using the

data generated by the CA.

Incorporate the new pattern mating rules into the user interface, allowing them to be

selected by the user.
Include the ability to override pattern matching, so that manual control can be used instead.

Allow the user to manually control the value (within its specified rangepasmeters

where the pattern matching rules have been overridden.

4.2 Project Analysis
To be able to meet these requirements it was important to analyse them, taking into account the

information learnt from background research.
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4.2.1 Additive Synthesis Engine
In order to begin working on the additive synthesis engine it is important to understand how

communication between the additive synthesis engine andesting audio output engine would
work. The original audio engine contained two buffefs4096 x 2 (818), experimentation had
already been done to determine that this was a reasonable number and size for the buffers, without
causing serious audio lag or stutters. The audio engine sits in a continuous loop where it requests
data, in PCM format, until a bigf is full. At this point the buffer is streamed to an audio hardware
device where it is output as sound. To be able to work with the audio output engis@eitessary

to have a function that provideBCM data to fill the buffers.

Providing PCM datt the audio engine in the correct format requires deciding upon the sample
rate and the bitresolution of the samples being taken, which will require some experimentation

during development to determine.

As using additive synthesis requires the managemeint lot more sound waves than in the
subtractive synthesis engine of the originafuid Brain Musisystem, some experimentation will

also be required to determine how many partial harmonics can be used per voice, and how many
voices can be used. Theiginal system had one wave per voice for the audio signal, plus an
additional three waves that were used to modulate the signal, requiring just four waves per voice.
With a total of 8 voices, this meant the system would be handling 32 waves at madbie ddditive
synthesis engine each voice will be made up from a number of sine waves. Assuming 8 sine waves
are used per voice, plus another sine wave for modulation, this would mean 9 waves per voice and

72 waves to hav@ simultaneous voices

Another requirement of the additive synthesiser is to use a number of amplitude envelopes to
control the way the sound changes over time. The original system used just one, but as the sounds
from the additive synthesiser are made from a number of separate wavisspossible to have
several amplitude envelopes. It may be necessary to group the harmonic partials so that similar
partials are controlled by the same amplitude envelope. A logical way to do this would be to group

odd and even partials or high and lowngals, or a combination of both.

As the additive synthesiser will have a lot more going on, in terms of pure number crunching, than
the original system it will be of great importance to experiment to find optimal levels for the sample
rate, bitresolution, number of waves per voice, number of amplitude envelopes per voice and

number of voices, to ensure a good quality of audio playback.

4.2.2 Incorporation
Once an additive synthesis engine capable of working with thespisting audicenginehas been

created,incorporating it into theLiquid Brain Musisystem should be fairly straightforwardThe
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complications involve using the results of the current pattern matcher to parameterise the

synthesiser and updating the Ul to incorporate the new parameters.

The sytem currently works by creating an array of voices, whedch contain a subtractive
synthesis engine, so in theory, it should be simple enough to replace these with additive synthesis
engines if they have been designed to be compatible. This will &s® @ultiple voices, which can

easily be adjusted for experimentation purposes.

The pattern matcher in the original system produces a value between 0 and 1, regardless of which
rule is being used. In order to determine a value for a specific parametenimum and maximum

value need to be given. The actual value of the parameter can then be found by multiplying the
pattern matche® value by the maximum value minus the minimum value, and then adding on the
minimum value to offset. For instance, if wadha frequency parameter with minimum 50 and
maximum 10,000, and the pattern matcher gave a value of 0.5, to find the actual value for frequency
would be (0.5 * (10,00Q 50)) + 50 = B25. All the parameters that afacluded in the system will

thereforeneed to have an associated minimum and maximum value.

In order to display the parameter correctly, each parameter also needs to have a name string

associated with it, and a description string to give information about the parameter to the user.

Displayng all the new parameters on screen may also present a challenge. The original system had
only 13 parameters that needed to be displayed on screen. The proposed parameters for the
additive synthesiser consist of 7 base parameters, plus 3 parametersdor karmonic partial, plus

4 parameters for every amplitude envelope. Assuming 8 harmonic partials and 4 amplitude
envelopes per voice, this would mean 47 parameters that somehow need to be displayed, which will

almost certainly mean some adjustmentsttee user interface are required.

Because the parameters of the additive synthesiser are so different to those previously used in
Liguid Brain Musiche existing saving and loading mechanics will no longer work. They will at least
need to be disabled tatgp errors occurring in the software, but ideally they will be updated to allow

the new set of parameters to be saved out and loaded in to the system.

4.2.3 Pattern Matching
The pattern matching aspect of the new system will involve working with the cellulameté in

the originalLiquid Brain Musisystem. As already detailed, the new pattern matching measures will

Ay @2t @S O2YLI NAy3 2yS 2N Y2NB o-Hiyidndidhal airdlpfdab y OS a =
and off cells, rather than just looking at a gl& binary string. This will mean that previous
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compared to it.
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In order to maintain consistency with the original pattern matching rules, each new patitad
will need to be given a unique consecutive ID number, and also a string for its name. This should
allow them to be integrated more easily into the system, and allow them to be displayed and

selected by the user in much the same way as the origuies.

Some consideration will need to be given to the efficiency of the pattern matching operations.
Currently, the system checks to see if any parameters are using a rule, and only checks and updates
a rule if it is being used. This will optimise penfiance if only a small number of the rules are being
used, but if all 16 rules are in use it will mean that the same binary sequence is checked 16 times. As
the binary string comparison techniques which are going to be used are all based on the number of
similarities and differences between two strings, it would be possible to compare the strings and

update a number of rules all with a single pass through the two strings.

To remain compatible with the mechanics of pattern matching and its effects on pteavaues,
the values determined by the pattern matching rules must be in the rangé&.0As discussed in the
background section, the binary string comparison technigues being used should all produce values in

this range anyway, so this should not caaggroblem.

In order to be able to override a pattern matching rule and allow the user to manually adjust the
value of a parameter will require a slightly different approach. As discussed above, the pattern
matcher generates a value between 0 and 1, amel value of a parameter is determined according

to this value and its own minimum and maximum values. In order to manually overaitiern
matching, this process will have to be ignored. Rather than generating a value between 0 and 1 and
scalingthe pdr YSG SND&a @t dz2S | OO2NRAy3Ifes | RedzaAaGYSyda
value. Checks will need to be made to ensure that values cannot be manually adjusted outside a
parametef@ minimum and maximum values, and a step size will also nedxt tdetermined to
specify how much a parameter should be adjusted by. This will vary depending on the parameter
being adjusted, for instance, frequency, with values between 50Hz and 10,000Hz would require a

much larger step size than panning, with valbeswveen-1 and 1.

4.2.4 Ethical Considerations
There are very few serious ethical considerations affecting this project. All audio aspects of the

system are generated from scratch by the software. It might therefore be debateable who is

NBalLl2yaAotsSh F® NINR/RIzOKYRIz 68 (KS a2FG6l NBI (K2dzaK

point.

Other than a project supervisor, no other people have been involved in thgr@ssion of this
project or thedevelopment of the software. While the project is based on the work of a previous

student, every effort has been made to acknowledgje and give credit where it is due.
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4.2.5 Implementation
In order to be able to develop the software for this projectwiis essential first to decide what

languages and APIs would be suitable for development. It is worth noting that as this is a
continuation of previous work, whiciwvould be building on top of xisting source code, major
factor into the decisions on whichriguages and APIs to use was maintaining compatibility with the

original system.

The core programming language for the origib&juid Brain Musisystem was C++. This was a
sensible choice given the programs performaciented nature. C# might have been a potential
option, and may have been a more reliable and easy language to work with, due to managed code,

though this would also make it slowm performance than C++.

The graphics programming the originalwas done using C++ and OpenGL. OpenGL was chosen
over DrectX and WinAPI because of isuitability to 2D graphics and because of its portability to
other systems. Whilehere were no itentions of altering the way the CAisplaysduring the
project, it was always possible that some alterations woulded to be made especially if
performance became an issughich would require wrking with OpenGLChanges tsome aspects

of the user iterfacearerequired to update the software, particularly to display new parameters, so

simple adjustments using the current graphics API, Opes¥gims like dogical choice.

The audio engine in theriginal system was created using OpenAL, an open So@w&io
LINEANF YYAY3 £ A0NINE {KIsinfd AYtBeRuSio erf§iRe ndisdthBydmeR h LISy C
created no extra workis required However,if changes are necessary, OpenAL would haviee

used

The originalsubtractive synthesis engine was @ated using the Synthesis Toolkit (STK), an open
d2dz2NDOS 't L ¢gKAOK O2yidlAya | 0O2fftSOdGAz2y 2F Of !l a
20KSN) a2aisSya YI18a A4 + 3F22R OK2AO0SO® LiQa RS:
audio pocessing software and is well suited to this task. As the original synthesis engine was
created using STKysing it in this project to build theadditive synthesisershould ensure
compatibilitywith the existing audio engine.

Thee are possible alternaties for the audio programming, such as FMOD and Csound, but to

maintain compatibility with the original system, thesere notconsidered.

4.3 Project Goals and Objectives
While a formal set of aims and objectives for the project was given in the introdudiapter, the

goals and objectives expressed here intend to give a more general idea of what is hoped this project

will achieve.
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1 To expand upon the original system by offering a wider range of sounds through the

creation of an additive synthesiser.

1 To increae the number and type of pattern matching rules to give the user more choice for

controlling the audio.

1 To give the user more control over the sounds the system generates, so that the system may

be considered, in some sense, a compositional tool or Jirhsrument.

I To ensure that the system is relevant to, and can be used by, anybody; from complete

novices to music professionals

1 To provide a user interface that neatly displays all the available options and provides useful
feedback, both audibly and vially.

4.4 Deliverables
The project will involve the submission of a number of deliverables along the way, which will provide

evidence of progress.
Some of the required deliverables have already been achieved:
9 Initial Report
1 Interim Report
1 Standalone AdditiveSynthesis Engine
In addition to these completed deliverables, the following deliverables still remain:
9 Finished.iquid Brain Music: PhaseSiftware
1 Software documentationyser manual, etc
1 Final Report
1

Presentation.

4.5 Specification
1 Using C++ and SyntheSigolkit build an additive synthesis engine

0 The additive synthesis engine must be compatible with the existing audio output
engine.
o0 It must also be capable of outputting reasonable quality audio intiesd.

o The additive synthesis engine must have an appete number of harmonic
partials and amplitude envelopes to offer a suitably wide varietgainds, wHe

also maintainingareasonable quality of playback.
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0 The additive synthesis engine must include, at least, the parameters specified in the

requiremerts.

Using C++OpenGL and STK, incorporate the additive synthesis engine into the original

Liquid Brain Musisystem

(0]

(0]

(0]

Display all parameter information onscreen to the user in a logical, uncluttered

manner.
A Update the User Interface to reflect the changestie system.
Allow the user to select to use multiple simultaneous additive synthesis voices.

A Determine areasonable maximum number of voices to allow for no

disruption to audio playback.

Use the CA and pattern matching rules provided by the originaésy$d control

the parameters of the additive synthesiser.
Allow the user to mute some or all of the voices that are currently playing back.

Allow the user to save out and load in data from the additive synthesiser(s).

Using C++ add new pattern matchingasibased on binary string comparison.

(0]

Generate rules to find:
A Hamming Distance
A Jaccard Similarity
A Jaccard Difference
A 5A0S8SQa /2STFTAOASY
Ensure that values determined by rules are in the rangel.0

Incorporate the new pattern matching rules into the useterface so they can be

selected and used to control parameters.

Provide the option to override pattern matching rules, letting the user manually set

values for parameters.
A Parameter values must be contained to a specific range.

A Parameters must be adjusién sensibly sized steps.
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5 Software Development
As previously discussed, it was decided that the software development for this project would be split

into three phases. This approach was decided upon to ensure that each component of the software
worked inits own right before moving on to the next. This was particularly important as the later
phases were dependent upon the previous stages. For example, it would be necessary to have a

working additive synthesis engine before incorporating it into lthggid Brain Musicystem.

For each phase of development, some analysis and design was taken into account before coding
began. Analysis and design worked as a good starting point, highlighting particular issues that
needed to be considered. After analysisdadesign, coding began, which allowed for some
prototyping and reevaluation of design. This proved to be very useful in determining what was

possible given the available technology and my previous inexperience in this area.

5.1 Additive Synthesis Engine

5.1.1 Spedfication
A full and detailed specification for the additive synthesis engine can be found in chapter 4.5. The

core requirement for the additive synthesis engine was to provide meaningful data for the existing
audio output engine, which in turn would ouipthe data as audio. This required making sure that

the additive synthesis engine was compatible with the audio output engine.

5.1.2 Analysis
The most crucial part of the analysis for the additive synthesis engine was to examine the original

source code irLiquid Brain Music This would help get an understanding of how to work with the

existing audio engine and ensure audio was output correctly.

It was decided at this stage, no alterations would be made to the existing code, unless it was
deemed absolutely ecessary. Instead additional code would be aduhed modular fashion, so that
it had as little impact on the working of the original code as possible. In this way it would be possible
to assume that the existing audio engine worked as it should andahgtproblems were as the
result of the new code | had implemented. This would allow my code to be updated, debugged or

removed entirely in isolation from the existing code.

In order to maintain consistency with the existing code, and to ensure comjstital similar
approach would be taken; a separate class would be written with the purpose of handling the job of
generating the required data to be supplied to the audio output engine. Thisealsared that my

code would becompartmentalised from the aginal code.
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It is also worth noting that the original code contained an abstract clagmalGeneratgrwhich

provided certain requirements of any class which would supply data to the audio output engine.

5.1.3 Design and Implementatio n
In order to be abled create an additive synthesis engine, it required that a number of sine waves be

produced and added together. The audio engine requires a series of PCM format data values at
regular time intervals, which essentiarepresent a discrete audio signal. erhdding together of

sine waves allows this audio signal to be modelled and passed to the audio engine.

The first challenge of how to go about creating an additive synthesis engine was how | was going to
handle generating and maintaining a number of sireves that would be required to produce the
tones. FortunatelySTK provided a class that can generate and manage a sine wave. This was used
due to its operational efficiency as well as the fact that it would make dealing with a large nhumber of

sine waveselatively simple.

It was decided that a class hamédidSynthwould be created for handling everything to do with
generating the data to be supplied to the audio engine. However, each instance of Addsynth
required the use of several sine waves to generate an additive wAsgediscussed in the background
section, aditive synthesis works by adding together a number of simple sine waves to create a new
wave. For each time step, the output of theldSynthwould be the sum of a number of harmonic

partials, or sine waves. Fig. 88ows an example of how thigould work
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Figure 22. A diagrammatic view diowthe AddSynth class might work. On the left, a collection
of sine waves, with frequency at multiples of the initial frequency. Top right, the AddSynth
Class, responsible for summing and processing the sine wavegprtvittes data to be
output by the Audio Engine (Bottom right).

One option was to create an array withkddSynthwhich would contain a number of these sine
wave classes It was decided that this approach would not be suitable, howeveeaah sine wave,

or partial harmonic, would require other informatip beside just the wave itself. In order to vary
the overall sound, each partial would at least need to have the ability to be on or off, and have its
own relative amplitude and frequency.

It was decidedor this reason that a new class would be implemented to contain a sine wave and all
the associated data required for a partial harmonic. The class was n®aridl as, although

current plans only required the implementation of sounds using partiaimiogiics, this leaves the

31



option open to later implement partial inharmonics, that is, sounds made up of frequencies that are
not harmonic to one another AddSynthcould therefore contain a number of thefartial classes
which could be used to find the ppopriate data to pass to the audio output engine at every time

step.

In order to find the correct PCM value at every time step, it was necessary to heek(Hunction

in the AddSynthclass, which was responsible for adding together the value from eactial it
contained. In order to get values from tRartial classes, they also contained a function callézk()
which returned the current PCM value of its wave, adjusted by its relégivel value. Whether or
not the partial was on or off also madh difference, as if the partial was off, a value of zero could be

returned.

The main issue with this approach is that when a sine wave is checked to provide a value for that
current time step, it returns a real number value between 0 andld order toset an appropriate

level of quantisation for the audio, this needed to be converted into an integer value, within a
certain limit. For this reason, a maximum amplitude level was also provided for partials, which they

were scaled by to produce PCM data.

However, this causes another problem in and of itself: When all these scaled values are added
together in the AddSynthclass, there is a good chance that their total will exceed the maximum
value for quantisation. For example, if you had a maximum aogditof 100, and 4 partials with
relative amplitude levels of 1, 0.8, 0.6 and 04l their peaks coincidethey wouldreturn values of

100, 80,60 and 40 respectively. Adding these together would give a value of 280, which exceeds the
maximum value ofl00, and would therefore be truncated to 100. In order to prevent this
happening, theAddSynthclass scales the total value by keeping a running total of all the relative
levels of the partials, and dividing the total by this. So in the previous exar2@le would be
divided by (1 + 0.8 + 0.6 + 0.4) = 2.8, which would give a value of 100, inside the range for maximum

amplitude.

In order to make the additive synthesis work correctly, it was also essential to make sure that each
partial was set to the coect frequency. As discussed earlier, partial harmonics are integer multiples
of the base frequency, and by varying the status (on/off) of a partial, or varying its relative level,
different tones are generated. Two methods were implemented in thAddSynthclass called
Initialise()and Start() There were two corresponding methods in tRartial class also. The two
methods were very similar except thatitialise()was used only at the start of the program to set
initial values, andstart()was ugd during the programs execution to deal with the base frequency
being changed. Both of these methods worked by checking through alfdhels in AddSynth if

the first partial was found, the frequency and relative level for it were set. For each p#réal,
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the frequency for that partial was calculated, by multiplying the base frequency by the patrtial
number. This value was then checked to see if it was less than half the sample rate. Bearing in mind
be&ljdzAaiQa ¢KS2NBYI RAwithCadirdquendy gréadteNthak SaNBf the gainples | @S
rate wouldnot be sampled frequently enough and would cause abnormalities during playback. If

the frequencies were below this value, the frequency and relative levehtd partial could be set.

If they were above this value, the partial was given a default frequency of 0, so that it would not

have an effect on the resulting additive wave.iiT ¢2dz R KI @S | fa2 o06SSy Llaa

frequency, regardless of its value, and then check it duttiregTick()function, not adding it in if its
value was too high. This approach would be less efficient, however, as it would require checking
every timeTick()was called (once every cycle), whereas to check &tamt() would require that the

operationonly take place every time the frequency was altered.

Thekey difference between thdnitialise()and Start() functions is that, when they are initialised, all
partials have their status set to on, whereas, wiatart()is used, the status is not altereplist the

frequency. This means that only the pitch, not the tone of the sound is altered.

With thesemeasures in place, it was then possible to create a working prototype of an additive
synthesiser that worked with the audio engine. The first versiomphki played back a constant
stream of audicand used only one voiceKeyboard controls were implemented so that the pitch of
the sound could be moved up or down in increments of approximately one semi tone. Keyboard
commands were also included that wouddter the status and relative levels of the partials. Four
presets were create that would emulate sawtooth, sine, square and triangle audio waves. This
could be used to check that altering the status and levels of the partials produced the expected
result. The four different wave shapes are relatively easy to discern between simply by listening.
This first version had a simple command line interface, displaying the status, if off, or frequency and
relative level (in the form: frequency / relative ldyewhich updated every time the frequency or

wave shape was alted. This can be seen in Fig. 23
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Figure 23. The initial additive synthesis engine with simple command line interface.
This was then followed by an updated versidrtte additive synthesis engine hich allowed mult
voice playback. Also added were 4 amplitude envelopes (controlling high even partials, high odd
partials, low even partials and low odd partials separately) and a low frequency oscillator as well as
the ability to shift a partial in plee. Rather than having manual control, in this version all the
parameters of the additive synthesiser were randomly controlled. Once all amplitude envelopes for
a voice had finished, the parameters would be randomised and playback would start agasn. Thi
allowed me to see the wide range of sounds that the additive synthesiser was capable of producing.
This version also employed a simple command line interface. The user was asked to enter the
number of voices they wanted to play back and then updatesevggven, in the form of the base

frequency of a sound, every time a parameter had new valuesrassigThis can be seen in Fig. 24

&8 G\DND10 Semester 2 week 1\LBAudioEngine.exe (= E |t

Liguid Brain Phase 2 Audic Engine [B1.11.881
M Woods & C.Turner32?67

Synth Polyphony: 6
36

Figure 24. Version 2 of the additive synthesis engine, with simple command line interface.
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This version of the additive synthesis engine would later make its way, almost unchanged, into the
Liguid Brain Music: Phasesistem. Code extracts for the final versiafsthe Tick()and Start()

functions can be found iAppendix E

5.2 System Integration

5.2.1 Specification
A full specification for the system integration can be foundhapter 4.5. Thé&ey requirements for

system integration were to incorporate the additive synthesis engine liioid Brain Music This
requires updating the Ul so that itgplays the correct parameters and allows the user to navigate
and control them. It also requires that audio from the additive synthesis engine be output by the

system and that its parameters are controlled by the CA and pattern matching rules.

5.2.2 Analysis
Again, one of the main challengeliring system integration was gaining an understanding of how

Liguid Brain Musiworked before. A class call&bicehad been implemented, which would contain

an instance of the synthesiser and an instance of the CA classarray ofPatternswas also
included in this class, which comprised of a pattern name, unique pattern id, and a value. When
necessary, a function calledatchPatterns()was called, which would check to see which patterns
were currently being used, angpdating the values based on the state of the CA if necessary. These

updated vales could then be used to alter the parameters of the synthesiser.

In order to implement and control the parameters of the synthesiser, a collecti®aEmetersvas

also created. These all contained a name, description, minimum and maximum values, a value for
the parameter itself and a step value, necessary if the parameter value was controlled disettily

user. This allowed the parameters to be neatly degped, using their name, description and value
members. It also allowed the parameters to work easily with the pattern matcher. A value from a
pattern in the range 01 could be supplied to the parameter, and it could then scale it by its

minimum and maknmum values.

The interface in the origindliquid Brain Musi¢See Fig. 25was simple and uncluttered. The CA is
displayed on the left hand side, while parameter information is listed on the right, with help
information along the bottom. The user conlied the parameters by navigating up and down the

list and changing parameters using the cursor keys.
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Figure 25. The user interface of the original Liquid Brain Music system.
As time was not on my side during this portion of development, it was decidedatteritions to
the interface would be limited. The original system had undergone some user interface testing, so

at this stage | was happy to trust that it was suitable.

Initially, it had been planned thatiquid Brain Music: Phasenbuld use both the nginal subtractive
synthesis engine and the new additive synthesis engine. It was decided however that the original
synthesis engine would be removed. This would make implementation easier and was mainly due to
the fact that the new additive synthesisigine was capable of producing all the sounds the original

could make, plus more, so it seemed redundant to keep the original in place too.

5.2.3 Design and Implementation
The design aspect of this part of the implementation relied on keeping my code changpatitien

with the existing code. Largelhis meant diving straight into the code and trying things out rather
than creating a detailed plan befohand. The specification and analysis allowed me to have a good
idea of what needed to be done, so using thgile development method started to begin

developing on the code itself.
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